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This video-based training module sponsored by the National Center for Special Education Research within the U.S. Department of Education's Institute of Education Sciences is intended to promote and support the use of data from the Pre-Elementary Education Longitudinal Study or PEELS.

The goal of the training seminar is to provide information that will be useful to researchers, like you, as you undertake analyses of PEELS data to answer questions of interest to you.

This module, in particular, pertains to issues of sampling, weighting, and imputation.
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The goals of the module are to describe the PEELS sample design, provide necessary information on weights: namely how they were developed, why you need to use them, and which ones to use, and present some limited information on procedures we used for imputing missing values.

Before you watch this module, we recommend that you watch Module 1, which provides an Introduction, Overview of PEELS Design, and Contents of the Restricted-Use CD-ROM 

To get a nationally representative sample of children ages 3 through 5 who were receiving special education services, PEELS used a two-stage sample design that included a nationally representative sample of 223 Local Education Agencies or LEAs (208 in 2003-04, plus 15 added in 2004-05).

The LEA sample was stratified by geographic region, enrollment, and district wealth.

In the second stage, we recruited a nationally representative sample of 3,104 children (2,906 in 2003-04 plus 198 in 2004-05).

The reason we added some LEAs and children in 2004-05 is that one state initially prohibited its districts from participating.

In the second year of the study, that ban was lifted, so we subsequently recruited districts and families from that state and added them to the sample.

This will not affect you as a secondary data user.

For analysis, 3,104 children constitute the full sample.

Children were selected from lists of eligible children submitted by the 223 participating LEAs.

Families of these children were recruited to participate in PEELS by their LEAs.

A family was eligible if 1) there was an English or Spanish speaking adult in the household or an adult who used signed communication who could complete a telephone interview; 2) this was their first child sampled for PEELS; and 3) the sampled child's family resided in the participating school district at the time of enrollment.

The sample of children was stratified by age.

We refer to these as age cohorts, roughly corresponding to ages 3, 4, and 5 at the time of enrollment.

It's important to note that while we followed these 3,000 children until they were ages 8 through 10, we do not have a representative sample of children ages 8 through 10 with disabilities.

Rather, we have a representative sample of children ages 8 through 10 who were receiving special education services when they were ages 3 through 5.

None of the children who were identified as having a disability after age 5 are in our sample, so, for example, we have very few children with learning disabilities or emotional disturbance, which are typically identified when children are older.

As you begin your analyses, it's also important to remember that all 3,104 children were retained in PEELS, even if they left special education or moved out of participating districts.

Now I'd like to talk a bit about weights.

Because PEELS used a complex sample design, weights must be used to get valid estimates.

I can't stress this enough.

If you run unweighted data, the results will be wrong.

For example, we selected the same number of small districts as large ones, but in fact there are far more small districts than large districts in the country.

So, for example, if you used PEELS to calculate the mean enrollment of LEAs nationwide, your result would be completely wrong.

That's just one example, but I hope you get the message.

This applies at the child level as well.

Our sample was comprised of roughly the same number of 3, 4, and 5 year olds, even though far more 5 year olds receive special education services than 3 year olds.

That sample design helps to ensure that we have enough children in each age cohort to generate reliable estimates.

However, it requires weights to compensate for the fact that some children were sampled with higher probability than others.

The requirement to use weights applies to all the PEELS data, with one exception.

All 50 states and the District of Columbia completed SEA Policy and Practices Questionnaires, so no weights are necessary for generating national estimates from those data.

In addition to accounting for the sample design, the weights also help to account for non- response in each data collection, which is why every source of data has its own weight (e.g., the wave 1 parent interview or wave 3 child assessment).

Another point to remember is that children with disabilities who were ages 3 through 5 in 2003-04 are the primary unit of analysis.

We can't talk about preschool teachers or schools, or classes.

Our sample is designed to weight to the number of 3 through 5 year olds with disabilities nationwide in 2003-04.

So when we analyze data from the principal questionnaire, for example, we always go back to the child.

We don't have data on the percentage of schools that have a certain characteristic.

We have data on the percentage of children who attended a school with that characteristic.

It's a subtle but important difference.

For all the data collections except the SEA and LEA questionnaires, the base weights sum to the roughly 670,000 children ages 3 through 5 receiving special education services in 2003-04.

The LEA questionnaire base weight sums to the 7,829 districts on the LEA sampling frame.

As I said, each data source typically has its own cross sectional and longitudinal weight.

For example, the parent interview was attempted for all enrolled children in each of Waves 1-4, but some parents did not respond so the weights for the parent interview data were created by adjusting the enrolled children's base weights for parent nonresponse.

The child assessment weight was done in two ways.

Most of the children were assessed directly.

But for children who could not complete the direct assessment, an alternate assessment was conducted.

Child assessment weights were created for both the direct and alternate assessments.

Together, they represent the whole population, and each is a sample from the corresponding subpopulation of either directly assessable children or directly unassessable children.

The child assessment weight was created by using the enrolled children's weights as base weights, adjusted for the nonresponse of children in the assessment data.

Each teacher questionnaire was associated with an individual child, so the teacher weight was created by using the enrolled children's weights as base weights, adjusted for the nonresponse of teachers.

In many analyses, parent interview, child assessment, and teacher information is needed.

For these instances, cross- source weights exist.

The parent-child weight is for children with both child assessment data and parent interview data.

The parent-child-teacher weight is for children with child assessment data, parent interview data, and teacher data.

The enrolled children's weights were used as base weights and adjusted for the nonresponse of children in the parent-child data or the parent-child- teacher data.

We've tried to lay out specific guidance for which weights are appropriate for each analysis.

However, if your analysis is very complex, we suggest you consult a statistician or contact us for help.

There are 33 weights in all.

A detailed table of weights and their use in specific analyses is provided in the User's Guide for the Restricted Use CD- ROM.

These slides show the table that also appears in the User's Guide.
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This table shows all the weights for the child assessment, one for each wave plus 2 longitudinal weights, one for waves 1-4 and one for waves 1-5.

I'll just give two examples of how each weight would be used.

The wave 1 cross-sectional weight would be used in analyses using only data from the Wave 1 assessment file.

The longitudinal wave 1-5 weight would be used for analyses using only assessment data from Waves 1-5 or subsets of those waves, for example, waves 1-3, waves 3-5, etc.
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This slide shows weights for the parent interviews, again one for each wave and one longitudinal weight for waves 1-4.

Remember that the parent interview was not conducted in Wave 5.
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The teacher weights parallel the parent interview weights.
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For the principal/program directors, there are only cross-sectional weights, no longitudinal weights.
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Then we get to the cross-source weights, first parent interview-child assessment, both cross-sectional and longitudinal, then parent interview-child assessment-teacher questionnaire weights, again cross- sectional and longitudinal.

Let me jump to the most complex analysis.
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The longitudinal wave 1-5 parent-assessment-teacher weight would be used in analyses using data from the parent, assessment, and teacher files, from Waves 1-5 or a subset of those waves.

As one example, if you're using data from the wave 1 parent interview, wave 1-5 assessments, and wave 1 teacher, you would use this weight.

Likewise, if you're using data from the wave 1-4 parent interviews, wave5 assessment, and wave 4 teacher, you'd use this weight.

Let me give an example of that analysis.

Say you wanted to run a regression predicting children's wave 5 scores on the Peabody Picture Vocabulary Test.

Predictors included household income in each wave, parent involvement in school (from the teacher questionnaire), and the child's primary disability (also from the teacher questionnaire).

The longitudinal parent- assessment-teacher weight would be used.

Again, this information is summarized in the User's Guide for the Restricted Use CD ROM.

I know this can be daunting.

If you have doubts about which weight to use, we suggest you consult someone familiar with analysis of large scale data sets or a statistician.

We are also available to answer questions about weighting.

Once you understand the underlying concept of weights and the PEELS study design, the selection of weights for each analysis is usually straightforward.

To complicate things a bit more, PEELS data files provide two different sets of weights, depending on which software and variance estimation method you intend to use.

The two variance estimation methods are the jackknife method, which uses replicate weights, and the Taylor linearization method.

The PEELS sample was designed with the intention of using the jackknife method, and all PEELS IES reports have been prepared using the jackknife method, so if you want to replicate those results, we recommend its use.

For the jackknife variance estimation method, there is 1 full sample weight and 62 replicate weights.

If WesVar is used to analyze the PEELS data, the user must choose the JK2 method, and the software automatically incorporates the jackknife weights.

If you're using SPSS or SAS, you may want to use the Taylor weights.

Both jackknife and Taylor methods will be demonstrated in later modules.
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Next I'd like to talk about imputation.

To generate a more complete data set for analysis, imputation for missing items was done for most of the PEELS data collections using a variety of techniques.

For example, hot-deck imputation is a technique that imputes missing values for a specific variable with values from other cases.

The hot-deck procedure requires the specification of imputation cells.
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Within an imputation cell, a donor is randomly selected for imputing the missing item of a recipient.

We also conducted imputation in a few instances for addressing instrument-level nonresponse, not just item-level nonresponse, meaning a whole survey was missing for a particular respondent.

This was done to support longitudinal analysis because the longitudinal data sets have fewer cases than their respective cross-sectional data sets.

Without imputation, any case that did not respond in any wave during the longitudinal period would be excluded from the longitudinal response set.

The teacher data were affected more severely by this definition of longitudinal response status because the Wave 1 response rate was much lower than for other data sets.

However, the response rates for teachers were substantially higher in later waves.

To avoid wasting large amounts of available data in longitudinal analysis, data for wave-missing-cases were imputed after the first wave if only one wave was missing.

For example, if a case had responses in Waves 1, 2, and 4, Wave 3 variables were imputed.

Te case would have been excluded from the longitudinal data set without wave imputation.

This brought considerable improvement in the longitudinal response rate for the teacher data, from 47 percent to 65 percent by Wave 4.

However, note that the cross-sectional teacher files do not include wave-imputed cases, only the longitudinal data files do.

For the principal/program director data, which suffer higher rates of item nonresponse, some variables had variance that was underestimated because of the high rate of imputation, requiring a different method of variance estimation.
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To address the underestimation issue for those variables, a multiple imputation variance estimator was used.

These are the specific variables in the principal/program director file that have high rates of imputation.
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Specific details for using these variables is provided in the user's Guide for the Restricted Use CD-ROM.

If you have questions about sampling, weights, or imputation, feel free to contact us.
